Multi-variable stats
review
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Multiple features sample set (np array or dataframe)

0 o = Feature-1 Feature-2
'I' ’n‘ w w height ™\ ” height
1 2 3 N w; | sample: i=1
h. hy hy, h; hy  ft Transpose w, | sample: i=2
weight g .
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_ Height distribution / Weight distribution
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Single variable summary stats
(Still analyzing individually) 63



M P G D ata s et https://www.tensorflow.org/tutorials/keras/regression

numeric numeric numeric DATA FRAME

continuous  discrete continuous Categorical

ID MPG Cylinders Displacement Horsepower  Weight Acceleration Model Year Europe Japan USA

393 2/.0 4 140.0 86.0 2790.0 15.6 82 0 0 1

394 440 4 97.0 52.0 2130.0 246 82 1 0 0

395 320 4 135.0 84.0 2295.0 11.6 82 0 0 1

396 280 4 120.0 79.0 2625.0 18.6 82 0 0 1

397 310 4 119.0 82.0 27200 194 82 0 0 1
number of cyclinders volume of cyclinders
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Scatter plot

sns.scatterplot(data=df, x="mpg", y="displacement")

- o ' -
450 e Do these variables appear to Co-vary?
I.e. does a change in one appears to
400 - ® o d\o tm» _
. correspond to a change In the other
350 - ¢ o® : e olfe ¢ @ @
o J* 2 o Yes!! However, Be careful!!
¢ 3001 ° e ®® Correlation does not equal Causation
=
v o
@ 250 -
Q.
%
©
200 -
150 -
®
sy "
100 - L ey o %
e e 4
o0 @ ® 2e° e° Ll
50 1 1 1 1 1 1 1 1
10 15 20 25 30 35 40 45
mpg

68



Covariance'1 helght deviation: Ahl — hi — //lh (distance from mean)

sample set (matrix or dataframe) ] .
weight deviation: Aw, =w, —u
hl Wl sample: i=1

h mple: i=2 - - -
2 Wa | samele variance: mean square deviation

hy Wy var(h) = o7 = { Ah?) = (AlAR) = — Z(h (B — py)

co-variance .
1
cov(h, w) = (AhAW) = — > (= )y — )

Pearson correlation coefficent (hormalized covariance):
condenses pair-plot down to a single number from -1 to 1

cov(h,w)  (AhAw)

O hUW O hGW

Phw =
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Covariance-2
’i' 'I' 1 ’i‘ o single variable statistics:
h

hy wy U, = <W> gv% — <AW AW)

Covariance (un-unormalized) cov(h,w) = (AwAh) = ((w,; — ) (h; — ) )

Pearson's correlation coefficient normalized

cov(x;, x;) 6 — ) (6 — ) co-variance
z]=< i — i) VY ]>€[_1,1]

Pij =
O:0;

L J

cov(w, h) o

: : o7 cov(h, w) _ Lop h,w
co-variance matrix C, = Py =
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Possible cases

Stacked series plots (similar to "timeseries") cov(h,w) = (AwAh) = {(w; — u,,) (h; — i) )
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- index-
correlated uncorrelated anti-correlated
pair plot: plot weight as a function of height
correlated uncorrelated anti-correlated

N
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Pearsons's correlation coefficient

The correlation coefficient is calculated as follows:

1
Z(ax—mx)(y—my) x; = hy hy by hy ft

V > (T —my)? E_(y — my)? V; = W Wy W3 Wy b

where m, is the mean of the vector x and m,, is the mean of the vector y.

I"i

Under the assumption that x and y are drawn from independent normal distributions (so the population
correlation coefficient is 0), the probability density function of the sample correlation coefficient r is ([1], [2]):

pair plot: possible cases for weight as a function of height

correlated uncorrelated anti-correlated
N | AW

partially correlated partially anti-correlated
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https://docs.scipy.org/doc/scipy/reference/generated/scipy.stats.pearsonr.html 28



Visualizing correlation matrix

Correlation matrix heatmap

Inputs: x

sns.set_theme(style="white")

f, ax = plt.subplots(figsize=(11, 9)) # Set up the matplotlib figure

cmap = sns.diverging palette(230, 20, as cmap=True)

# Draw the heatmap with the mask and correct aspect ratio
sns.heatmap(corr, cmap= map, vmin=-1, vmax=1l, center=0,
| square=True, linewidths=.5, % kws={"shrink": .

plt.show();
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# Generate a custom diverging colormap

Basic feature selection
cov(X,Y)

OxOy

Pxy =
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Example

print("——————— e

print ("CORRELATION MATRIX:

print("——————m e

print(df.corr())

mpg
mpg 1.000000
cylinders -0.775396

displacement -0.804203
horsepower -0.778427
welight -0.831741
acceleration 0.420289
model year 0.579267

cylinders
-0.775396
1.000000
0.950721
0.842983
0.896017
-0.505419
-0.348746

displacement

-0.

0.
.000000
.897257
.932824
.543684
.370164

804203
950721

horsepower
-0.778427
0.842983
0.897257
1.000000
0.864538
-0.689196
-0.416361

weight
-0.831741
0.896017
0.932824
0.864538
1.000000
-0.417457
-0.306564
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Visualizing-3

sample set (matrix or dataframe)
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Two - Dimensional Histograms
e Show the joint distribution of the values of two attributes

e Example: petal width and petal length
- What does this tell us?

form 2D mesh and count

1.5

1 5

Add mesh slides petal width

petal length

Source: Dr. Faisal Kamiran: https://github.com/FaizSaeed/Data-Science-Course/tree/master/Lectures 78



Multi-variable PDF Single variable distribtions:
«—— Width: ¢,

@ ® T
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2D Normal distribution
cov(X,Y)

] 1 (x — p)? Pxy =
1D:  »(») = exp <— > two parameters: (y,0) OxOy

2
2no? 20;
2
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1 XHXV2 o XTHXNYTHYY L (Y ZHY Y2 _ . T =
c 2(1_”2)l( R )] g <'”Y> <,06X6y oy >

op: fx,y) =

1
2noyoy\/ 1 — p?

Image source: Andrew Ng

principal axes are defined by
the eigenvectors of the
covariance matrix

https://en.wikipedia.org/wiki/
Multivariate_normal_distribution

l uncorrelated correlated: non-zero covariance on the off diagonal

=l == w=fg) =[]

exp (~3x— = x - p))
k-D: fx(xp, .- ) = arbitary dimension:

V2o | X 80




Bi-variate (uncorrelated) LECTURE-CODES/WEEK5/2D-PLOTS.py

t o035
t 0.30
025
020 s
1 0.15 <
 0.10
t 0.05
 0.00
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Bi-variate (correlated) LECTURE-CODES/WEEK5/2D-PLOTS.py

82

un-correlated



