
- - - - - - - - - - - - -  
TRANSFORMING DATA  

- - - - - - - - - - - - - 
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Transformations
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These aren't explicity verbs in Python, but operationally they 
are similar to base R (non-tidyverse) manipulations

select

⋮ ⋮

IMAGE SOURCE: https://therbootcamp.github.io/Erfurt_2018June/_sessions/D1S2_Wrangling/Wrangling_practical.html

EXAMPLE:

We'll consider four main transformations
Tidy data: Journal of Statistical Software, Wickham (2014)



MPG: PD example
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mpg.py

import pandas as pd 

#----------------------------- 
print("----READ----") 
#----------------------------- 
mpg = pd.read_csv('data/mpg.csv') 
print(mpg.head(10)) 

#----------------------------- 
print("----MUTATE----") 
#—————————————— 
# mile/gallon --> km/l 
mpg['cty'] = mpg['cty'] * 1.609/3.7854 
mpg['hwy'] = mpg['hwy'] * 1.609/3.7854 
mpg['avg'] = (mpg.cty + mpg.hwy)/2 
print(mpg.head())

#----------------------------- 
print("----SELECT----") 
#----------------------------- 
print(mpg[['year','manufacturer','avg']]) 

original

#----------------------------- 
print("----FILTER----")   
#----------------------------- 
print(mpg[mpg.manufacturer=='audi'])

#----------------------------- 
print("----ARRANGE----")   
#----------------------------- 
print(mpg.sort_values(by=['avg'], 
ascending=False))



MPG: R example
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library(tidyverse) 

#----------------------------- 
print("----READ----") 
#----------------------------- 
mpg1 <- read_csv('data/mpg.csv') 
head(mpg1) 

#----------------------------- 
print("----MUTATE----") 
#----------------------------- 
# OPTION-1: SEND MPG TO MUTATE 
 mpg2 <- mutate(mpg1, cty = cty * 1.6/3.8, 
         hwy = hwy * 1.6/3.8,  
         avg = (cty + hwy)/2) 
head(mpg2); #print(mpg2['avg']) 

#----------------------------- 
print("----MUTATE----") 
#----------------------------- 
#OPTION-2: PIPE MPG INTO MUTATE  
mpg1 <- mpg1 %>% mutate(cty = cty * 1.6/3.8, 
         hwy = hwy * 1.6/3.8,  
         avg = (cty + hwy)/2) 
head(mpg1) 

#----------------------------- 
print("----SELECT----") 
#----------------------------- 
mpg2 <- mpg1 %>% select(year, manufacturer, avg) 
head(mpg2) 

#----------------------------- 
print("----FILTER----")   
#----------------------------- 
mpg2 <- mpg1 %>% filter(manufacturer=='audi') 
head(mpg2) 

#----------------------------- 
print("----ARRANGE----")   
#----------------------------- 
mpg2 <-mpg1 %>% arrange(-year) 
head(mpg2) 

#----------------------------- 
print("----FILTER THEN ARRANGE----")   
#----------------------------- 
#CHAIN TOGETHER  
mpg2 <-mpg1 %>% filter(manufacturer=='audi') %>% 
arrange(-year)   
head(mpg2)

mpg.r

OUTPUT

# A tibble: 6 × 12 
   ...1 manufacturer model displ  year   cyl trans drv     cty   hwy fl    class 
  <dbl> <chr>        <chr> <dbl> <dbl> <dbl> <chr> <chr> <dbl> <dbl> <chr> <chr> 
1     1 audi         a4      1.8  1999     4 auto… f        18    29 p     comp… 
2     2 audi         a4      1.8  1999     4 manu… f        21    29 p     comp… 
3     3 audi         a4      2    2008     4 manu… f        20    31 p     comp… 
4     4 audi         a4      2    2008     4 auto… f        21    30 p     comp… 
5     5 audi         a4      2.8  1999     6 auto… f        16    26 p     comp… 
6     6 audi         a4      2.8  1999     6 manu… f        18    26 p     comp… 
[1] "----MUTATE----" 
# A tibble: 6 × 13 
   ...1 manufacturer model displ  year   cyl trans drv     cty   hwy fl    class 
  <dbl> <chr>        <chr> <dbl> <dbl> <dbl> <chr> <chr> <dbl> <dbl> <chr> <chr> 
1     1 audi         a4      1.8  1999     4 auto… f      7.58  12.2 p     comp… 
2     2 audi         a4      1.8  1999     4 manu… f      8.84  12.2 p     comp… 
3     3 audi         a4      2    2008     4 manu… f      8.42  13.1 p     comp… 
4     4 audi         a4      2    2008     4 auto… f      8.84  12.6 p     comp… 
5     5 audi         a4      2.8  1999     6 auto… f      6.74  10.9 p     comp… 
6     6 audi         a4      2.8  1999     6 manu… f      7.58  10.9 p     comp… 
# … with 1 more variable: avg <dbl> 
[1] "----MUTATE----" 
# A tibble: 6 × 13 
   ...1 manufacturer model displ  year   cyl trans drv     cty   hwy fl    class 
  <dbl> <chr>        <chr> <dbl> <dbl> <dbl> <chr> <chr> <dbl> <dbl> <chr> <chr> 
1     1 audi         a4      1.8  1999     4 auto… f      7.58  12.2 p     comp… 
2     2 audi         a4      1.8  1999     4 manu… f      8.84  12.2 p     comp… 
3     3 audi         a4      2    2008     4 manu… f      8.42  13.1 p     comp… 
4     4 audi         a4      2    2008     4 auto… f      8.84  12.6 p     comp… 
5     5 audi         a4      2.8  1999     6 auto… f      6.74  10.9 p     comp… 
6     6 audi         a4      2.8  1999     6 manu… f      7.58  10.9 p     comp… 
# … with 1 more variable: avg <dbl> 
[1] "----SELECT----" 
# A tibble: 6 × 3 
   year manufacturer   avg 
  <dbl> <chr>        <dbl> 
1  1999 audi          9.89 
2  1999 audi         10.5 
3  2008 audi         10.7 
4  2008 audi         10.7 
5  1999 audi          8.84 
6  1999 audi          9.26 
[1] "----FILTER----" 
# A tibble: 6 × 13 
   ...1 manufacturer model displ  year   cyl trans drv     cty   hwy fl    class 
  <dbl> <chr>        <chr> <dbl> <dbl> <dbl> <chr> <chr> <dbl> <dbl> <chr> <chr> 
1     1 audi         a4      1.8  1999     4 auto… f      7.58  12.2 p     comp… 
2     2 audi         a4      1.8  1999     4 manu… f      8.84  12.2 p     comp… 
3     3 audi         a4      2    2008     4 manu… f      8.42  13.1 p     comp… 
4     4 audi         a4      2    2008     4 auto… f      8.84  12.6 p     comp… 
5     5 audi         a4      2.8  1999     6 auto… f      6.74  10.9 p     comp… 
6     6 audi         a4      2.8  1999     6 manu… f      7.58  10.9 p     comp… 
# … with 1 more variable: avg <dbl> 
[1] "----ARRANGE----" 
# A tibble: 6 × 13 
   ...1 manufacturer model displ  year   cyl trans drv     cty   hwy fl    class 
  <dbl> <chr>        <chr> <dbl> <dbl> <dbl> <chr> <chr> <dbl> <dbl> <chr> <chr> 
1     3 audi         a4      2    2008     4 manu… f      8.42  13.1 p     comp… 
2     4 audi         a4      2    2008     4 auto… f      8.84  12.6 p     comp… 
3     7 audi         a4      3.1  2008     6 auto… f      7.58  11.4 p     comp… 
4    10 audi         a4 q…   2    2008     4 manu… 4      8.42  11.8 p     comp… 
5    11 audi         a4 q…   2    2008     4 auto… 4      8     11.4 p     comp… 
6    14 audi         a4 q…   3.1  2008     6 auto… 4      7.16  10.5 p     comp… 
# … with 1 more variable: avg <dbl> 
[1] "----FILTER THEN ARRANGE----" 
# A tibble: 6 × 13 
   ...1 manufacturer model displ  year   cyl trans drv     cty   hwy fl    class 
  <dbl> <chr>        <chr> <dbl> <dbl> <dbl> <chr> <chr> <dbl> <dbl> <chr> <chr> 
1     3 audi         a4      2    2008     4 manu… f      8.42  13.1 p     comp… 
2     4 audi         a4      2    2008     4 auto… f      8.84  12.6 p     comp… 
3     7 audi         a4      3.1  2008     6 auto… f      7.58  11.4 p     comp… 
4    10 audi         a4 q…   2    2008     4 manu… 4      8.42  11.8 p     comp… 
5    11 audi         a4 q…   2    2008     4 auto… 4      8     11.4 p     comp… 
6    14 audi         a4 q…   3.1  2008     6 auto… 4      7.16  10.5 p     comp… 
# … with 1 more variable: avg <dbl>



   ...1 manufacturer model displ  year   cyl trans drv     cty   hwy fl    class 
  <dbl> <chr>        <chr> <dbl> <dbl> <dbl> <chr> <chr> <dbl> <dbl> <chr> <chr> 
1     3 audi         a4      2    2008     4 manu… f      8.42  13.1 p     comp… 
2     4 audi         a4      2    2008     4 auto… f      8.84  12.6 p     comp… 
3     7 audi         a4      3.1  2008     6 auto… f      7.58  11.4 p     comp… 
# … with 1 more variable: avg <dbl> 
# A tibble: 3 × 13 
   ...1 manufacturer model displ  year   cyl trans drv     cty   hwy fl    class 
  <dbl> <chr>        <fct> <dbl> <dbl> <dbl> <chr> <chr> <dbl> <dbl> <chr> <chr> 
1     3 audi         a4      2    2008     4 manu… f      8.42  13.1 p     comp… 
2     4 audi         a4      2    2008     4 auto… f      8.84  12.6 p     comp… 
3     7 audi         a4      3.1  2008     6 auto… f      7.58  11.4 p     comp…

Changing data types
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Both R and Python have the same data types. 
The Categorical type below is unique to pandas

Categoricals are a pandas data type corresponding to categorical variables in 
statistics. A categorical variable takes on a limited, and usually fixed, number of 
possible values

#----------------------------- 
print("----READ----") 
#----------------------------- 
mpg = pd.read_csv('data/mpg.csv') 
print(mpg.head(10)) 

#----------------------------- 
print("----CONVERT----")   
#----------------------------- 
print(mpg.dtypes) 
mpg['manufacturer']=mpg.manufacturer.astype('category') 
mpg['model']=mpg.model.astype('string') 
print('--------') 
print(mpg.dtypes) 

Python: 

R: 
#----------------------------- 
#CONVERT TO FACTOR  
#----------------------------- 
mpg2['model']=as.factor(mpg2$model) 
head(mpg2) 

----CONVERT---- 
Unnamed: 0        int64 
manufacturer     object 
model            object 
displ           float64 
year              int64 
. 
. 
-------- 
Unnamed: 0         int64 
manufacturer    category 
model             string 
displ            float64 
year               int64 
. 
. 

Examples: gender, social class, blood type, country affiliation

Datatypes:



- - - - - - - - - - - - -  
JOINING DATASETS 

- - - - - - - - - - - - - 
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Pandas Concatenating
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import pandas as pd 

#CONCATINATING DATA FRAMES 
print("----CONCAT DATAFRAMES---") 
df1 = pd.DataFrame([['a', 1], ['b', 2]], columns=['letter', 'number']) 
df2 = pd.DataFrame([['c', 3], ['d', 4]], columns=['letter', 'number']) 
print("INPUTS:") 
print(df1) 
print(df2) 
print("OUTPUTS:") 
print(pd.concat([df1, df2],axis=0)) 
print(pd.concat([df1, df2],axis=1)) 

import pandas as pd 

#CONCATINATING SERIES 
s1 = pd.Series(['a', 'b']) 
s2 = pd.Series(['c', ‘d']) 
print(s1) 
print("----CONCAT SERIES—") 
print(pd.concat([s1, s2],axis=0)) 
print(pd.concat([s1, s2],axis=1))

Concatinating Series: ----CONCAT SERIES--- 
0    a 
1    b 
dtype: object 
0    a 
1    b 
0    c 
1    d 
dtype: object 
   0  1 
0  a  c 
1  b  d

Pandas:  pd.concat(x,y, axis=1)

Pandas:  pd.concat(x,y, axis=0)

Concatinating dataframes:

----CONCAT DATAFRAMES--- 
INPUTS: 
  letter  number 
0      a       1 
1      b       2 
  letter  number 
0      c       3 
1      d       4 

OUTPUTS: 
  letter  number 
0      a       1 
1      b       2 
0      c       3 
1      d       4 
  letter  number letter  number 
0      a       1      c       3 
1      b       2      d       4



Joins
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We will talk about more general 
ways of joining two datasets

We will assume:

1.We have two rectangular data 
sets (so data.frame or tibble)

2.There is at least one variable 
(column) in common, even if 
they have different names
◦ Patient ID number
◦ SSN (Social Security number)
◦ Identifiable information

The "join condition" are 
the common variables in 
the two datasets, i.e. rows 
are selected if the values of 
the common variables in the 
left dataset matches the 
values of the common 
variables in the right dataset

Different types of joins



Inner Joins
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A ∩ B = {x : x ∈ A and x ∈ B} .
{1,2,3} ∩ {2,3,4} = {2,3} {1,2,3} ∩ {4,5,6} = Ø

print("----JOINING DATAFRAMES---") 
df1 = pd.DataFrame([['x1', 'y1'], ['x2', 'y2'], ['x3', 'y3']], columns=['x', 'y']) 
df2 = pd.DataFrame([['x1', 'y1','w1', 'z1'] 
                  , [‘x2', 'y2', 'w2', 'z2'] 
                  , [‘x4', 'y4', 'w4', 'z4']],columns=['x', 'y','w', 'z']) 
print("INPUTS:") 
print(df1,'\n') 
print(df2) 

print("------") 
print('INNER: \n',df1.merge(df2, how='inner'))

INNER JOIN: 
    x   y   w   z 
0  x1  y1  w1  z1 
1  x2  y2  w2  z2

INPUTS: 
    x   y 
0  x1  y1 
1  x2  y2 
2  x3  y3 

    x   y   w   z 
0  x1  y1  w1  z1 
1  x2  y2  w2  z2 
2  x4  y4  w4  z4

EXAMPLE: 
INPUT OUTPUT

Inner join



Left Joins
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INPUT OUTPUT

left join

print("----JOINING DATAFRAMES---") 
df1 = pd.DataFrame([['x1', 'y1'], ['x2', 'y2'], ['x3', 'y3']], columns=['x', 'y']) 
df2 = pd.DataFrame([['x1', 'y1','w1', 'z1'] 
                  , [‘x2', 'y2', 'w2', 'z2'] 
                  , [‘x4', 'y4', 'w4', 'z4']],columns=['x', 'y','w', 'z']) 
print("INPUTS:") 
print(df1,'\n') 
print(df2) 

print("------") 
print(‘LEFT JOIN:  \n',df1.merge(df2, how='left'))

LEFT JOIN: 
     x   y    w    z 
0  x1  y1   w1   z1 
1  x2  y2   w2   z2 
2  x3  y3  NaN  NaN

INPUTS: 
    x   y 
0  x1  y1 
1  x2  y2 
2  x3  y3 

    x   y   w   z 
0  x1  y1  w1  z1 
1  x2  y2  w2  z2 
2  x4  y4  w4  z4

EXAMPLE: 



Right Joins
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INPUT OUTPUT

right join

print("----JOINING DATAFRAMES---") 
df1 = pd.DataFrame([['x1', 'y1'], ['x2', 'y2'], ['x3', 'y3']], columns=['x', 'y']) 
df2 = pd.DataFrame([['x1', 'y1','w1', 'z1'] 
                  , [‘x2', 'y2', 'w2', 'z2'] 
                  , [‘x4', 'y4', 'w4', 'z4']],columns=['x', 'y','w', 'z']) 
print("INPUTS:") 
print(df1,'\n') 
print(df2) 

print("------") 
print(‘RIGHT JOIN:  \n',df1.merge(df2, how=‘right'))

RIGHT JOINS: 
    x   y   w   z 
0  x1  y1  w1  z1 
1  x2  y2  w2  z2 
2  x4  y4  w4  z4

INPUTS: 
    x   y 
0  x1  y1 
1  x2  y2 
2  x3  y3 

    x   y   w   z 
0  x1  y1  w1  z1 
1  x2  y2  w2  z2 
2  x4  y4  w4  z4

EXAMPLE: 



Full (outer) Joins
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INPUT OUTPUT

full join

A ∪ B = {x : x ∈ A or x ∈ B}
The union of two sets A and B is the set of elements which are in A, in B, or in both A and B.

print("----JOINING DATAFRAMES---") 
df1 = pd.DataFrame([['x1', 'y1'], ['x2', 'y2'], ['x3', 'y3']], columns=['x', 'y']) 
df2 = pd.DataFrame([['x1', 'y1','w1', 'z1'] 
                  , [‘x2', 'y2', 'w2', 'z2'] 
                  , [‘x4', 'y4', 'w4', 'z4']],columns=['x', 'y','w', 'z']) 
print("INPUTS:") 
print(df1,'\n') 
print(df2) 

print("------") 
print(‘OUTER JOIN:  \n',df1.merge(df2, how='outer'))

OUTER JOIN: 
    x   y    w    z 
0  x1  y1   w1   z1 
1  x2  y2   w2   z2 
2  x3  y3  NaN  NaN 
3  x4  y4   w4   z4

INPUTS: 
    x   y 
0  x1  y1 
1  x2  y2 
2  x3  y3 

    x   y   w   z 
0  x1  y1  w1  z1 
1  x2  y2  w2  z2 
2  x4  y4  w4  z4

EXAMPLE: 



R Join examples
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library('tidyverse') 

#LOAD DATA 
df1 <- read_csv('data/toy-1.csv') 
df2 <- read_csv('data/toy-2.csv') 

print("----ORIGINAL----") 
head(df1) 
head(df2) 

print("----INNER JOIN----") 
df1 %>% inner_join(df2) %>% head() 
df1 %>% inner_join(df2, by = c('x')) %>% head() 
df1 %>% inner_join(df2, by = c('x' , 'w')) %>% head() 

print("----LEFT JOIN----") 
df1 %>% left_join(df2) %>% head() 
# df1 %>% left_join(df2,by = c('x' , 'y')) %>% head() 

print("----RIGHT JOIN----") 
df1 %>% right_join(df2) %>% head() 

print("----FULL JOIN----") 
df1 %>% full_join(df2) %>% head() 

[1] "----ORIGINAL----" 
# A tibble: 3 × 3 
  x     y     w 
  <chr> <chr> <chr> 
1 x1    y1    w1 
2 x2    y2    w2 
3 x5    y5    w5 
# A tibble: 4 × 4 
  x     y     w     z 
  <chr> <chr> <chr> <chr> 
1 x1    y1    w1    z1 
2 x2    y2    w2    z2 
3 x3    y3    w3    z3 
4 x4    y4    w4    z4 
[1] "----INNER JOIN----" 
Joining, by = c("x", "y", "w") 
# A tibble: 2 × 4 
  x     y     w     z 
  <chr> <chr> <chr> <chr> 
1 x1    y1    w1    z1 
2 x2    y2    w2    z2 
# A tibble: 2 × 6 
  x     y.x   w.x   y.y   w.y   z 
  <chr> <chr> <chr> <chr> <chr> <chr> 
1 x1    y1    w1    y1    w1    z1 
2 x2    y2    w2    y2    w2    z2 
# A tibble: 2 × 5 
  x     y.x   w     y.y   z 
  <chr> <chr> <chr> <chr> <chr> 
1 x1    y1    w1    y1    z1 
2 x2    y2    w2    y2    z2 
[1] "----LEFT JOIN----" 
Joining, by = c("x", "y", "w") 
# A tibble: 3 × 4 
  x     y     w     z 
  <chr> <chr> <chr> <chr> 
1 x1    y1    w1    z1 
2 x2    y2    w2    z2 
3 x5    y5    w5    NA 
[1] "----RIGHT JOIN----" 
Joining, by = c("x", "y", "w") 
# A tibble: 4 × 4 
  x     y     w     z 
  <chr> <chr> <chr> <chr> 
1 x1    y1    w1    z1 
2 x2    y2    w2    z2 
3 x3    y3    w3    z3 
4 x4    y4    w4    z4 
[1] "----FULL JOIN----" 
Joining, by = c("x", "y", "w") 
# A tibble: 5 × 4 
  x     y     w     z 
  <chr> <chr> <chr> <chr> 
1 x1    y1    w1    z1 
2 x2    y2    w2    z2 
3 x5    y5    w5    NA 
4 x3    y3    w3    z3 
5 x4    y4    w4    z4

OUTPUT


