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A quick introduction!



Todays: Learning objectives

You

Landscape of deep 
learning

Todays goal: High level survey of the landscape of the field deep learning in 2026



Where does deep-learning fit in the data 
science life-cycle? 

To “get in the zone” after a long weekend let’s recall some data 
science fundamentals



Roadmap: The data science life-cycle
Everything starts with a question and Data!!

Deep learning 
largely lives in the 

modeling and 
validation phase

Share your results 
with the world



Everything starts with data!!

The internal “nature” or characteristic of 
the data dictate many downstream 

modeling decisions. 



Unit of analysis/observation

This is typically what defines your “x” (model input) and “y” (model output)



We will focus primarily on supervised learning today



Categorial variables in deep learning are typically one hot encoded

Supervision and labels



Supervised learning: Big picture

Model:  ypred = ̂y = m(x |w)

(No hat: Observed target)

Parameters: Often our model has 
learnable fitting parameters

(hat: model prediction)

θ
Alternative notations 

for parameters

β

Structure or



Supervised learning: Example

input : x = (x1, x2) output : y = C = (1,0,0)



Tabular data
Let's consider some toy data in the form of a standard data frame where we've one hot 

encoded our categorical variables. 
sa

m
pl

e 
(b

at
ch

) d
im

en
si

on

Feature dimensions

Collect data on houses resulting in a cleaned Pandas data-frame

xi = (xi
1, xi

2, xi
3, xi

4, xi
5)ith sample input y = continous



Learning tasks: Regression

Outputs determine 
learning task

y = 410.0
Scalar regression

y = (y1, y2) = (410.0,2400)
Vector regression



y = 0 or 1
Binary classification

y = (y1, y2, y3) = (1,0,0)
Multi-class classification

Learning tasks: Classification





What is deep learning?

Before jumping into the details, let's start with a big picture summary. 

Model:  ypred = ̂y = m(x |w)

In deep learning function our model is a special function called a neural network



y1

y2

Dense artificial neural network (ANN) Model:

Todays goal is to understand this model and some of its variants 

single 
sample 
point

single 
output 
point



Where does deep learning live in the space of machine learning?





















10 Minute Calculus Refresher

In this section we will use the standard mathematical notation where 
X is the independent variable and Y is the dependent variable. 

(Going deeper …)



Recall: Univariate Derivative of a function

Think of the derivative as a “magic” compass that allows us to “find” the   
“downward” direction from any position on a function.



Example: Derivative of a function



Stationary points

Why do we care?        (LEARNING = OPTIMIZATION) 

To build a good deep learning model, we use a loss function that scores the 
quality of a model’s learning parameters. We then “learn” by minimizing that 
error described by the loss function. This connects deep learning directly to the 
world of mathematical optimization.



Example: Stationary points as roots of the derivative



Don’t over think it: you give the function an input vector (list of numbers), it outputs a scalar (number) in return

Don’t over think it: you give the function an input vector (list of numbers), it outputs a list of numbers (vector) in return

Real world deep learning problems require multivariable calculus



Don’t over think it: It's similar to single variable calculus, except for you now have a list of derivatives instead of just one. 





Aside: Jarreau’s Shirt 

Fortunately we won’t be dealing with 
partial differential equations today!

Source: Claude



Numerical optimization = Training = learning 



In deep learning we almost always use this option. 



Example: Analytic (pen and paper) optimization problem



(For solving equations)



(For solving equations)





Switching notation:  x —> w  and f —> L

new value = old value − step

new = old − step



Helpful Analogy

Goal: Get here

x
Tells you where north is from ANYWHERE like magic



Iterate: measure compass, get vector, step, repeat

Goal: Get here

x
Tells you where north is from ANYWHERE like magic



Gradient Descent: Geometric construction

w2
Good model 
(minimum error)

−∇L(w) = − (−0.5, − 0.5) = (0.5,0.5)

−∇L

Model parameter space

l = l(w1, w2)
Model error

(Loss)

L

Computer calculates gradient 
vector for us via back-
propagation (don’t ask)

w* = (5 , 2.5)Imagine 
I’m here

w1
w = (w1, w2) = (−4.1, − 5.8)



Iterate



Visualization of gradient descent 

Starting from 3 different initial conditions and iterating

w2

w1

l = l(w1, w2)



10 Minute Linear Algebra Refresher

Like it or not, the chosen data structures for deep learning are vectors, 
matrices, and tensors

















Very popular deep learning library where tensors 
“flow” through models and loss functions. 



y1

y2

Data:



Examples of tensor data in 
deep learning



Data and neural models
As we will see deep learning is largely a collection of different 

model architectures designed for different types of data

(Focus of today)

Computer 
vision

(CNN)

(MLP)
Non-linear 

relationships

Simple images 
(e.g. MNIST)



Data and neural models

As we will see deep learning is largely a collection of model 
architectures designed for different types of data

(Focus of tomorrow)

(Graph Neural networks)(GNN)

NLP

Recurrent neural networks (RNN)
Transformers



Network (Graph) level data



Image data













My dog luna as a mathematical surface



Image data



Traditional computer vision learning tasks 

https://thispersondoesnotexist.com/Generative modeling





The deep learning training workflow
As illustrated with the simple case of linear regression

If you understand linear regression deeply you are well on your way to 
understanding deep learning



The “canonical” deep learning training workflow

Aside:



Raw Data

Collect data on houses

Unit of observation = house Full data-set lives in ℝ3Sa
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s a p Temporary variable name

ith sample

Resultant cleaned Pandas data-frame

Full Data shape: (100, 3)

Let’s assume there are 100 rows

⋮

= (2.1 , 3 , 498.6)

Data Space



Basic Exploratory data analysis (EDA)
Since the data is so simplistic, there's not much to do here other than 
visualizing a standard point cloud. 

Data Space
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Clearly there is a numeric relationship between the variables. 



Aside: Normalization
Normalization is very important in deep learning. It is a general procedure. It makes the models train more 

efficiently. They tend to work better with numbers on the order of negative ten to ten centered around the origin. 

z =
x − μ

σ

Data with real units (e.g. years) Data on standarized scale



Supervision

Note that in reality the data is generally much higher dimensional and the 
existence of the relationship cannot be inferred visually and instead 

hypothesized and verified during training. 

In this case the supervision lies in the act of establishing or hypothesizing 
the relationship between the input space and the output space. 

input space: ℝ2x1

x2

y output space: ℝ1

x = (x1, x2) y
relationship
functional

x1 x2 y
input space output space



Data split

Note that in reality the data is generally much higher dimensional and the 
existence of the relationship cannot be inferred visually and instead 

hypothesized and established during training. 

Deep learning models are very prone to overfitting, so Splitting our data 
into tra tra tra tra tra tra tra tra tra tra tra training and validation or training 

test and validation is a non negotiable practice. 

x1 x2 y



Recall why we need the validation set! 

monitor and avoid overfitting!



The “canonical” deep learning training workflow

Aside:



Choosing a model: For now consider a linear model

Bivariate linear regression = Our first “neural network” model

model=prediction machine: 



For educational purposes let’s drop a feature to simplify the math
x1 y

x
w

b ̂y = m(x |w) = wx + b
(2 parameters)(3 parameters)



The “canonical” deep learning training workflow

Aside:



Parameters are everything in deep learning!! 
There are an infinite number of possible parameterizations of this plane

x
w

b ̂y = m(x |w) = w1x + w0 = mx + b (2 parameters)

This model represents all possible lines in a two dimensional plane. 
A particular choice of parameters instantiates a particular line. 

Parameters are what we learn in deep learning



Parameter space Data space





Scoring the quality of fit: SSE







The “canonical” deep learning training workflow

Aside:







Looking ahead:

w2
Good model 
(minimum error)

w1

−∇L(w) = − (−0.5, − 0.5) = (0.5,0.5)

−∇L

w = (w1, w2) = (−4.1, − 5.8) Model parameter space

l = l(w1, w2)
Model error

(Loss)

L

Computer calculates gradient 
vector for us via back-
propagation (don’t ask)

w* = (5 , 2.5)

Imagine I’m here



Gradient descent applied to linear regressor:

Parameter space makes a search space that allows us to systematically 
search for better and better models (better parameterizations)



Gradient descent applied to linear regressor:



Final solution after optimization



Training loop for a model





Dimensionality of the optimization space = number of fitting parameters





Scaling up: We can easily extend the problem by considering more dimensions. 



Scaling up: We can easily extend the problem by considering more dimensions. 



Generalizing the model as a classifier
(Logistic regression)

















The multi-layer perceptron model







Small weights —> less overfitting 











Representation learning: Core idea in deep learning

x1
x2

x3

h1
1

h 1
2

h 1
3 h2

1

hlayer
node

h 2
2

learned data transformation

What is better: In this context better means more suitable for a particular machine learning task. 

Deep learning models repeatedly transform data into better and better representations spaces. 
You can envision this as the data flowing through the network resulting in various intermediate representation spaces. 









Keras







The “canonical” deep learning training workflow

Aside:



Data: MNIST

28x28

Flatten: unwraps (reshapes) matrix into a vector
…

x → (1,784)

Flatten



Keras Models:



Keras Models:



Keras Models:
Build model

Compile model

Remember: Parameters are learned directly by the optimizer during 
training, Hyper-parameters (e.g. learning rate) are choices made by 
humans that CONTROL training



Train model

minor overfitting
optimal model = minimum validation loss



Results














